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4. Global and Local Image 

Statistics 



Statistics 

 Metric and topological statistics 

 Histograms and PDFs 

 Entropy 

 Measures of noise 

 Measures of texture 

 Comparing images/forecast quality 



Image statistics 

 Image statistics come in two forms: 

 Distance-based statistics 

 How far apart is X from Y? 

 How far is X from any pixel with characteristic Y? 

 Statistics based on pixel value 

 What is the typical value of pixels meeting criterion X? 

 Global statistics might treat image as simply a collection of values 

 What is the variance within the image? 

 Local statistics might vary throughout image 

 Computed only within a pixel’s neighborhood 

 The most interesting statistics tend to be those that combine these 

 “Find pixels with texture similar to this pixel’s and within 50 km” 

 



Distances should be metrics 

 What’s a metric? 

 Symmetric  d(A,B) = d(B,A) 

 Trigonometric inequality: 

 d(A,C) <= d(A,B) + d(B,C) 

 Identity & positivity 

 D(A,B) >= 0; If d(A,B) = 0, then A=B 

 

 

 Why is it important that a distance measure be a metric? 



Types of statistics 

 



Ways to measure distance 

 Distance between two pixels in an image 

 Euclidean distance assumes planar geometry  √(x2-x1)
2 + (y2-y1)

2 

 Taxi-cab or Manhattan distance 

 |x2-x1| + |y2-y1| 

 Often used for efficiency when exactness not needed 

 Great circle distance: “as crow flies” 

 Mahalanobis 

 Used for distance of a point from a cluster of points 

 

 Depends on the mean and covariance of the 2D points 

 Different distances for different needs! 

 



Point to point Distance measures 

 



Optimizing distance computation 

 If you simply need to sort points based on distance 

 Can use square of Euclidean distance (save on square root) 

 Hausdorff distance <= Euclidean distance <= Hamming distance 

 Minimum bound of Euclidean distance (Hausdorff) 

 

 

 Maximum bound of Euclidean distance (Hamming) 

 

 

 How would you use these bounds to limit Euclidean distance 

computation? 



Pixel to cluster distance 

 Distance between a pixel and a group of points 

 

 

 Problem? Outliers 

 Better solution is to find distance to centroid of points in cluster 

 

 

 

 

 Or could use weighted centroid: 



Mahalanobis distance 

 The problem with centroid computation is that it is not scaled to size or 

orientation of the cluster 



Cluster-to-cluster distance 

 Consider this candidate distance: 

 Distance between closest points in the two clusters 

 

 

 

 

 

 Is there a problem? 



The minimum is not a metric! 

 The minimum violates positivity 

 The maximum violates symmetry 



Hausdorff 

 Hausdorff distance between two clusters is a metric: 

 

 

 

 But it is prone to outlier effects, so perform QC on the points before 

computing Hausdorff 



Topological statistics 

 The points and cluster of points might be based on pixel value 

 e.g.: consider only points greater than a threshold for example 

 Geodesic:  within “object” i.e. length of closest connecting path 

 

 

 If cluster forms a rigid object: 

 To find distance between point and cluster of points, instead of 

Mahalanobis distance, can use distance to boundary of cluster 

(i.e. to nearest pixel in cluster) 

 

 



Distance Transform 

 Computing distances needs to be done efficiently 

 Lots of pixels 

 Pairwise distances very expensive to compute 

 Square root numerically expensive 

 Manhattan distance somewhat better 

 Better approach is to use a distance transform 

 Several sequential algorithms available 

 Ordered propagation 



Fast Euclidean distance computations 

 Fabri (1999) has a survey of fast Euclidean distance computations 

 Exact Euclidean distance transforms are tricky because we are 

sampling continuous distances on a grid 
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Voronoi Region 

 A related concept to efficient distance transforms is the Voronoi region 

 Defined in terms of a 1-valued pixel in a binary image 

 The set of zero-valued pixels that is closer to this 1-valued pixel than 

to any other 1-valued pixel 

 “region of interest” 

 



Distance Propagation 

 Ordered Propagation 

 Expand area one pixel at a time (recursively) 

 Initialize distance at all pixels to infinity (or very large number) 

 At points within cluster, set distance=0 

 At each unmarked neighboring pixel, update distance 

 

 Because images can be large, avoid recursion 

 Instead of using recursion, use a list of seed pixels 

 



Ordered Propagation (contd.) 

 



Ordered Propagation 

void propagate(LatLonGrid dist, int cx, int cy) { 

List<Pixel> pixels = new ArrayList<Pixel>(); 

pixels.add(new Pixel(cx,cy)); 

while (pixels.size() > 0) { 

int x = pixels.get(pixels.size() - 1).getX(); 

int y = pixels.get(pixels.size() - 1).getY(); 

pixels.remove(pixels.size() - 1); // pop 

for (int i = x - 1; i <= x + 1; ++i) 

for (int j = y - 1; j <= y + 1; ++j) { 

if (dist.isValid(i, j)) { 

int newdist = (i - cx)*(i - cx)+(j - cy)*(j - cy); 

if (newdist < dist.getValue(i, j)) { 

dist.setValue(i, j, newdist); 

pixels.add(new Pixel(i, j)); // from here 

}}}}} 



Performance Implications 

 Ordered Propagation: 



Saito-Toriwaki independent scanning algorithm 

 D(x,y) = x^2 + y^2 



 



Performance Implications 

 RC(2+R) 

 First stage: 2RC  (forward + reverse march through rows) 

 Second stage: RC * R computations 

 Independent of the number of points N 

 

 

 Which is faster? Depends on which of these is larger: 

 8f(N)  where f(N) is the sum of the harmonic series to Nth term 

 2+R 

 

 For low values of N, use ordered propagation 

 For larger values of N, use independent scanning 



Length and scale 

 Length can be a matter of scale (Mandelbrot) 

 Typically, you measure at the pixel level 

 Results will vary if you process images at different resolutions – and 

not by just a factor of the resolution! 



Assignment/Homework: Part 1 

 Taking the North American population dataset, find the distance of 

every grid point to the nearest pixel with > 50K residents/km^2 

 How could you use this result? 

 If you used this to address the “top 5 cities” question, what would the 

answers mean? 



Probability functions 

 One useful way to consider spatial grids 

 As a realization of a random process 

 Treat pixels as having been drawn out of a hat following some 

probability distribution 

 Ignoring Markov effects (spatial correlation) 



Histograms and PDFs 

 Histograms of pixel values can yield valuable information 

 Approximation to a PDF 

 Choice of bin size affects smoothness 

 Could use kernel-density methods to get smoother estimates 

 Histogram of surface albedo data: 

 



Histogram 

 

 

 

 

 

 

 

 

 How do you choose the increment objectively? 



Choosing the bin size/number of bins 

 Choose as the number of bins in histogram: 

 

 

 

 

 The first and thirid do not work very well on spatial grids 

 N is too large! 

 #1uses N in the numerator: overestimate 

 #3 uses N in the denominator: underestimate 

 I suggest using #2 

 Could try out different bin sizes and stop when you start noticing 
information loss (“natural bin size”) 

 Another approach is to create high resolution histogram and then smooth it 
(kernel density estimate) 

 



Shannon entropy 

 Information content of a dataset (or of a subgrid) 

 

 

 

 What does this mean? 

 When is it maximum? 

 When is it zero? 

 

 Can use the Shannon entropy to select “interesting” parts of an archive 

 

 Shannon entropy is related to compressibility 



Entropy (contd.) 

 Numerically, can compute from the histogram 

 Entropy of population density dataset:  5.7 E-4 

 Entropy of surface albedo dataset:  2.5 E-4 

 Does this make sense? Why? 

 



CDF 

 A cumulative distribution function tends to be better behaved 

 Few zeroes 

 Can avoid need for kernel density methods 

 

 

 

 

 

 

 

 

 But a CDF is useful for more than just pretty pictures 



Kolmogorov-Smirnov test of similarity 

 Can use CDFs to test for similarity 

 The maximum distance between the two CDFs 

 Non-parametric test: no assumption of normal, Poission, etc.! 

 Between two images, or between a patch of an image and the rest 

of the image 

 Smaller the distance, the closer the distributions are 

 

 

 

 

 

 Suggested Reading: 

 http://www.physics.csbsju.edu/stats/KS-test.html 

Pixel value 

CDF 

1 

0 
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Example use case for KS test 

 



Kolmogorov-Smirnov caveat 

 Realize that this does not take spatial structure into account 

 Pixel values wherever they occur! 

 Can not be used to compare two images for “texture” 



Comparing Images 

 So how would you compare images? 

 Could do pixel-to-pixel difference 

 Works for things like population density 

 Change in population from year to year 

 Or difference in population measured in different ways 

 What are some problems with a pixel-to-pixel difference? 



Problems with a pixel-to-pixel difference 

 Several problems: 

 Often, what’s desired is a spatial change 

 How much tree cover decreased? 

 Easy to adapt a pixel-wise method to this problem 

 

 Harder is if structures are displaced, as in forecast verification 

 “Double penalty” problem 

 Need ways to take movement into account 

 “Lagrangian framework” (ch. 7) 



Use of a histogram to select optimal threshold 

 A common use of the histogram is to select an optimal threshold 

 Threshold(s) that best separates image into 2 (N) classes 

 

 Otsu, Nobuyuki, 1979: A Threshold Selection Method from Gray-Level 

Histograms (IEEE Trans. On Systems, Man., and Cybernetics) vol. 

smc-9, no. 1 

 http://ieeexplore.ieee.org/stamp/stamp.jsp?arnumber=04310076 

 Try every histogram bin 

 Choose the bin at which interclass variance is maximized 
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Otsu method 

 Inter-category variance (this is what we maximize): 

 

 

 

 

 

 

 

 Now try every possible threshold t 

 Is this computationally expensive? 



Optimization 

 Creating a histogram to compute w(t) involves binning the values 

 So, the thresholds are simply the mid-point or maximum of each of 

the bins in the histogram 

 

 

 

 

 

 Note that Otsu’s method does not provide any way to ensure that you 

have a bimodal distribution 

 It assumes bimodal and then finds the saddle point using an 

objective criterion that is easy to implement 



On Population Density Dataset 

 



Histogram -> Variance -> Optimal Threshold 

Optimal threshold ~ 19K/km^2 



On Surface Albedo Dataset 



Assignment/Homework: Part 2 

 Taking the North American population dataset 

 Do a log-transform of the density 

 Find the optimal threshold of the log-transformed densities 

 What does the result look like? Why? 

 Repeat, but find optimal threshold on original density 

 

 Now, add in your distance transform code from Part 1 

 Find the distance of every grid point to the nearest pixel with more than 
that population threshold 

 

 Find the optimal threshold on the distance-transformed data 

 Keep only points < threshold 

 

 What does the resulting thresholded dataset mean? 

 



Spatial Variation 

 Does the entropy vary within the image? 

 Are all parts equally “smooth”? 

 How would you devise an automated technique to separate “active” 

areas of an image from the “inactive” areas? 



Local Measures 

 Can compute statistics on subgrids of image rather than whole image 

 Spatial variation of these measures can be interesting 

 Can check similarity between different parts of image 

 Does not have exactly match pattern 

 

 Basic statistics can also be useful ways to “segment” an image i.e. to 

break into parts 

 Mean 

 Median 

 Variance 

 A vector consisting of several of these values (multi-dimensional 

space: leads to clustering solutions) 



Local maximum and local mean 

 



Local minimum and standard deviation 

 



Local statistics 

 Mean:  smoothing 

 Minimum: eroding 

 Maximum: dilating 

 Standard deviation: edge finding 

 Even edges we would rather not have seen! 



Size of window 

 If size of window increased from 5x5 to 11x11 



Graylevel cooccurence matrix 

 GLCM is a matrix where the (m,n) entry shows the number of pixels in 

the grid where the mth data value is followed by the nth data value 

 Bin the data values first to keep GLCM reasonably sized 

 Different matrix for every direction (4 matrices, including diagonals) 

 3x3 GLCM that includes the bolded value for horizontal direction: 

 

 

 

 

 

 Normalize the GLCM so that the sum of the entries add up to 1 



GLCM statistics 

 Pmn is the entry in the GLCM matrix after it has been normalized 



GLCM example 

 11x11 neighborhood; data binned into 10 bins 



Quantization 

 Equally dividing the range may be a poor solution: 



Histogram equalization 

 Create high-resolution histogram over the full range 

 Create unequal categories so that they contain approximately the same 

number of points (how?) 



Problems of spatial noise 

 Recall 3 problems with a simple equal division of range: 

 

 

 

 

 

 Solve first problem using histogram equalization 

 Does it help for next two? 



Vector Quantization 

 Quantize based on multiple values associated with a pixel 

 The pixel value 

 Uniformity 

 Etc. 

 How do we build a histogram of vectors? 

 Can’t! 

 Need vector quantization 



VQ algorithm 

 Algorithm: 

 

 

 

 

 

 

 Notes: 

 Vectors are not ordered, so bins won’t have any natural ordering 

 Need to compute distance between vectors and from vector to 

centroid of a cluster, so have to scale the values in the vector 



VQ algorithm on surface albedo 

 



VQ algorithm on albedo 

 Parameters: 

 Data value 

 Local mean in 11x11 window 

 Uniformity in 11x11 window 

 Scale parameters linearly to lie in 0-100 (min=0; max=100) 

 Could have done histogram equalization here to get equal-sized 

regions 

 Chose epsilon = 0.1 

 Chose levels = 16, 8 and 4 

 

 

 All of these are heuristic! 


